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Abstract

Many workers in medical informatics are seeking to reuse knowledge in new applications and to share encoded knowledge across software environments.  Knowledge reuse involves many dimensions, including the reapplication of lexicons, ontologies, inference syntax, tasks, and problem-solving methods.  Principal obstacles to all current work in knowledge sharing involve the difficulties of achieving consensus regarding what knowledge representations mean, of enumerating the context features and background knowledge required to ascribe meaning to a particular knowledge representation, and of describing knowledge independent of specific interpreters or inference engines.  Progress in the area of knowledge sharing will necessitate more practical experience with attempts to interchange knowledge as well as better tools for viewing and editing knowledge representations at appropriate levels of abstraction.  The PROTÉGÉ‑II project is one attempt to provide a knowledge-base authoring environment in which developers can experiment with the reuse of knowledge-level problem-solving methods, task models, and domain ontologies.


1  Introduction

The medical-informatics community suffers from a failure to communicate.  The terms that QMR [1] uses to describe patient findings generally are not recognized by Medline [2].  The manner in which Iliad [3] stores descriptions of diseases is different from that of DXplain [4].  Therapy plans generated by ONCOCIN [5] are meaningless to the HELP system [6].  There now are dozens of mature knowledge-based systems that have been shown to aid physician decision making; each one uses its own idiosyncratic methods to represent and process clinical information.  Each time another developer describes yet another formalism for encoding medical knowledge, the number of incompatibilities among these different systems increases exponentially.

The incompatibilities among systems impede the possibility that we can bring together separate knowledge bases into some kind of common framework.  For example, an information system such as HELP cannot pass patient data transparently to a more specialized decision aid such as QMR.  More important, the incompatibility among formats for representing medical knowledge necessitates enormous duplication of effort if knowledge is to be reused in another setting.  QMR, for example, has required a development team of more than 100 people who, at different times, have extended the knowledge base for the past two decades to include descriptions of greater than 600 diseases and 4000 clinical findings [1].  Few research groups can imagine repeating such an undertaking.  Certainly, many developers of other knowledge-based systems would like to incorporate aspects of the QMR knowledge base within their own particular framework.  What many investigators are seeking is a means by which medical knowledge bases can be shared with other researchers and adapted for new purposes—without the need for additional knowledge engineering or programming.  Developers of recent systems such as DXplain [4] typically have chosen to construct their own knowledge bases from scratch, rather than to reuse the knowledge-engineering work already performed by other workers.  This approach not only makes it costly to build new knowledge-based systems, but also limits the size and scope of the knowledge bases that any one group can build.

The medical-informatics community [7]—and the computer-science community in general [8]—is paying increasing attention to the identification of strategies that can facilitate the sharing and reuse of electronic knowledge bases.  Researchers are investigating knowledge reuse at several different levels, and standards committees have emerged in an attempt to promote recognized formats for knowledge sharing [8,9].  In recent years, while concern about knowledge sharing and reuse has achieved singular prominence, workers in medical informatics have identified a number of ways in which knowledge can be reapplied in new settings.  The diversity of approaches has made the subject of knowledge sharing increasingly confusing, and has raised a host of new questions.  How is sharing a QMR disease profile different from sharing a HELP sector?  What is the relationship between the Unified Medical Language System [10] advanced by the National Library of Medicine and the Arden syntax [9,11] proposed by the American Society for Testing and Materials as a standard for representing medical knowledge?  In what ways can knowledge-acquisition tools such as QMR-KAT [12] and OPAL [13] help developers to reuse medical knowledge bases?

Much of the haziness arises because there are different dimensions to knowledge representation (and, hence, to knowledge sharing) that have received the attention of different investigators.  Some researchers have concentrated on sharing medical nomenclature; other investigators have concentrated on sharing inferential associations between medical findings and actions to take; still other workers have identified either abstract medical tasks that might be reusable across systems or general problem-solving methods that can be shared by different developers.  

In this paper, I review these different components of knowledge sharing and reuse, and identify current research approaches to promote these forms of knowledge interchange for biomedical applications.  The comprehensive medical lexicon that will emerge from the UMLS Project, the standard inference syntax that will emerge from the work of the ASTM, and the reusable abstractions of medical tasks and problem-solving methods that will emerge from the PROTÉGÉ-II project [14] all exemplify basic elements of a general strategy for sharing and reusing biomedical knowledge bases.  Discussion of the PROTÉGÉ-II system serves to illustrate many of the inherent problems that face us, and outlines potential strategies to meet at least some of the challenges of sharing and reusing biomedical knowledge bases.


2  Knowledge and Knowledge Representation

The notion of knowledge sharing involves the use of given knowledge bases (or portions of knowledge bases) either at  sites other than those at which those knowledge bases were developed or in the context of new computer programs at the same site—possibly within software environments that are quite different from those in which the knowledge bases were first developed.  The term knowledge reuse also can refer to the concept of knowledge sharing, but in addition may denote the reutilization of existing knowledge-base constructs—possibly within the same software environment—in significantly different contexts.  For example, the MYCIN knowledge base of infectious-disease rules formed the basis for both a program that used the rules to perform diagnosis [15] and a program that used the rules to teach students about bacteremia and meningitis [16].  These results demonstrated that the knowledge base was, at least to some degree, reusable.  The MYCIN knowledge base, however, still was not sharable among investigators who did not have access to the Interlisp language in which MYCIN’s rules were implemented.  Although the notions of knowledge sharing and reuse are not identical, the two concepts are closely related.  They both are promoted by system builders who recognize the laborious nature of knowledge-base construction (knowledge engineering), who seek methods to facilitate the development of new intelligent systems by taking advantage of previous knowledge-engineering efforts.  

When we speak of sharing and reusing knowledge, at first glance there is an underlying presumption that knowledge is a commodity that can be replicated and moved from place to place—a substance that can be acquired from human experts and transferred from one computer system or program to another.  This particular view of knowledge is prevalent both among computer scientists and among workers in medical informatics.  After all, how can one propose to share or reuse something that does not have properties such as locality and persistence?  Is not a medical knowledge base, such as that of QMR, something that we can see and examine?  This popular view of knowledge as a transferrable substance, however, is at odds with much current thought [17,18].  

Although philosophers for centuries have tried to define what is meant by knowledge, it is computer scientist and psychologist Allen Newell [19] who has most compellingly attempted to define knowledge for the benefit of workers in artificial intelligence (AI).  Newell views knowledge as an abstraction that cannot be written down and that can never be in hand; he defines knowledge as that which an observer ascribes to an intelligent agent (human or machine) that allows the observer to construe the agent’s behavior as rational  (that is, behavior that allows the agent to achieve its perceived goals).  Newell thus views knowledge as a capacity for behavior, rather than as a material substance.  More important, Newell points out that the data structures that we might use to encode knowledge in a computer knowledge base (production rules, frames, and so on) are not equivalent to the knowledge (the capacity for behavior) that those data structures represent.  Newell emphasizes that we are able to use data structures (symbols) to represent knowledge within a computer system, but that those symbols cannot generate intelligent behavior—unless some process  is applied to those symbols.  Thus, the frames in the QMR knowledge base alone do not capture knowledge of medical diagnosis; we attribute diagnostic competence to the QMR system only when an interpreter (the QMR program) operates on those frames to generate intelligent interaction with the user.  Newell’s perspective on knowledge asks us to distinguish the symbols in a knowledge base (data structures or knowledge representations) from the knowledge (capacity for rational behavior) that those symbols can be used to generate.  

This distinction between symbols and knowledge at first may seem arcane and unimportant, but it is essential for our discussion of knowledge sharing.  The distinction reminds us that all electronic knowledge bases have meaning only when they are processed by some interpreter, and that the knowledge bases by themselves are not sufficient to capture knowledge.  It is the interpretation of a knowledge base—either by a computer program (inference engine) or by our own minds when we examine a print-out—that gives a knowledge base its meaning.  We cannot share and reuse knowledge bases if we do not also share and reuse the inference engines (or mental processes) that bring our knowledge bases to life.  More important, although we may speak of transferring “knowledge” from one site to another, we can at best transfer knowledge bases.  We design our knowledge bases so that they can be processed to produce intelligent behavior, but the behaviors that users observe are quite distinct from the primitive data structures that we can examine and exchange with our colleagues.

Newell introduced the influential notion that there is a knowledge level at which developers can describe the behavior of intelligent systems that is independent of the data structures that are used to encode those behaviors at the symbol level  [19].  An important corollary of Newell’s knowledge-level hypothesis is that we can program intelligent behavior using any number of competing implementations at the symbol level.  In fact, it is precisely because the same behavior can be encoded using myriad knowledge representations (each with its own interpreter) that we have encountered the problem of incompatible knowledge bases in the first place.


3  Aspects of Knowledge Reuse

The representation of knowledge at the symbol level is an area of considerable research by computer scientists, involving many issues that are well beyond the scope of this paper.  Pragmatically, however, we can view the process of representing knowledge as having several distinct, complementary aspects, each of which is “sharable” to a different degree [20].  These aspects of representation are complementary; each one contributes in a distinct way to the development of a usable knowledge base.  Each component also has received considerable attention from researchers in the medical-informatics community.


3.1  Reusable Lexicons

The first step in building any knowledge-based system is that of establishing the domain of discourse [21].  Developers must identify the objects in the world about which the system will reason and the set of linguistic terms  by which both the system and its users will refer to those objects.  Building this set of terms is difficult because words often have multiple synonyms and because the meanings of words in natural language always depend heavily on the contexts in which the words are used [17,21].  Knowledge-based systems, however, must operate on a set of symbols that have precise and invariant meanings—an explicit lexicon that Winograd and Flores [17] refer to as a systematic domain.   Establishment of a systematic domain is a prerequisite to the development of any knowledge base.

Medicine is a area of human endeavor that seems to be replete with systematic domains.  The International Classification of Diseases (ICD) [22], for example, is a lexicon of illnesses that was first proposed in the nineteenth century and subsequently adopted by the World Health Organization to code causes of death.  (ICD now is used as the primary means of coding the reasons for patient encounters for purposes of health-services reimbursement in the U.S.)  Other standardized lexicons, such as SNOMED [23] and DSM‑III [24], are in common use.  Because each of these lexicons represents the work of independent developers, there are no defined relationships among possibly synonymous terms in the different vocabularies.   The United States National Library of Medicine (NLM), however, is attempting to provide the needed cross-indexing.  Since 1986, NLM has sponsored the development of the Unified Medical Language System (UMLS), which includes a lexicon of over 66,000 concepts (the Meta-1 metathesaurus) [25] that links a variety of existing nomenclatures—including the Medical Subject Headings (MeSH) of Medline [2], ICD, and several other standardized vocabularies.

Lexicons such as UMLS and ICD offer developers a set of terms by which to refer to specific concepts.  In theory, the builders of each new system do not have to decide how to make distinctions about the world being modeled in their knowledge bases; they can simply import the distinctions assumed in the standard lexicon.  Several knowledge-base developers indeed have begun to use UMLS for this purpose.  Although use of UMLS in no way simplifies the work of encoding the behavior of decision-support systems, UMLS provides a set of explicit terms that knowledge engineers can use to express facts about a large number of biomedical concepts.

Standardized lexicons are limited in their reusability by the perspectives of the developers who created those lexicons in the first place.  The distinctions that were relevant to the designers of the original lexicon may be different from those that are important to the developers of a new system.  Concepts that may be crucial for the new users therefore may be unrepresented in the lexicon.  For example, one of the well-known limitations of ICD is that, as a nomenclature developed initially for coding death certificates, ICD often distinguishes poorly between acute and chronic diseases [26].   Similarly, current terms found in UMLS often are biased by their heritage from the MeSH vocabulary and by their intended use to facilitate information retrieval.  Comparison of UMLS with lexicons used to aid patient care reveals that many clinically important distinctions regarding patient findings are missing from Meta‑1 [27].  

Although a standardized lexicon provides a set of reusable terms, a lexicon by itself will not include the additional information that enables a developer to decide whether a particular term applies to some concept in the world.  Thus, ICD includes no operational criteria that allow prospective categorization of the diseases listed in the lexicon; physicians are free to apply ICD terms to patient problems in whatever manner seems appropriate [26].  Similarly, the UMLS metathesaurus establishes equivalences among terms in different lexicons, without providing formal definitions of what those terms mean.  When creating a new knowledge base, developers may find it straightforward to reuse the terms of a standard lexicon, although they still have no facility to deal with the ambiguity in the semantics of those terms.

Reusable lexicons thus are not cure-alls that can always obviate the need for knowledge-base authors to create their own systematic domains.  Such lexicons also may introduce subtle biases into knowledge bases when developers attempt to apply the standardized terms in new contexts.  When a preexisting lexicon is applicable, however, use of that lexicon allows the contents of the new knowledge base to be more readily related to the contents of other knowledge bases, and spares the developer from the need to define a vocabulary for his system from scratch.

3.2  Reusable Ontologies

If they are to share medical knowledge, developers must share more than a common vocabulary of previously identified terms; they must delineate the relationships among the objects in the world to which the terms refer.  We must understand how classes of objects can be defined (classes of diseases, classes of therapeutic interventions, and so on) and what are the rules that allow us to assign individual objects (instances) to particular classes (for example, why pneumonia is a member of both the class of infectious diseases and the class of lung diseases).  The goal is not only to understand the associations among existing objects, but also to identify how the features of objects that we may encounter in the future can allow us to assign those objects to appropriate categories.  

Computer scientists have co-opted from their colleagues in metaphysics the term ontology to describe formal descriptions of objects in the world, the properties of those objects, and the relationships among them.  An ontology thus has at its root a standardized lexicon, but includes additional information that defines how objects can be classified and related to one another.

The NLM hopes to create such an ontology for much of biomedicine as part of the UMLS project.  The UMLS Semantic Network [28] ultimately will allow for categorization of all the concepts in the UMLS metathesaurus (Fig. 1).  In the 1990 release of UMLS, a preliminary version of this semantic network contains 131 class descriptors (semantic types) that apply to more than 30,000 instance concepts in the metathesaurus.  These semantic types include, for example, taxonomies for living organisms, compositional relationships among anatomical structures,  hierarchies of pathophysiologic processes, classes of patient findings, and taxonomies of chemicals and drugs.  Although extension of the semantic network to incorporate relationships among the remainder of the concepts in the metathesaurus will require considerable work—particularly since each new concept that is added to the network can be related to other concepts in multiple ways—the ontology that will emerge should prove useful not only to assist query formation for information retrieval, but also to provide the structure for new biomedical knowledge bases that aid in decision support.

A sharable ontology, to be beneficial, does not need to be as extensive as the UMLS semantic network.  An excellent example of a sharable ontology that is more limited in breadth (but much deeper in scope) is the QMR knowledge base [1].  The QMR knowledge base actually contains two related ontologies—one of diseases and one of disease manifestations—and a rich set of relationships that interlink the two ontologies.  In addition to the well-known frequency and evoking-strength relationships that associate elements of the manifestations ontology with elements of the diseases ontology, there are relationships within each ontology that also are of importance.  In the diseases ontology, relationships specify when two diseases may be viewed as functionally equivalent (for example, peptic ulcer 
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FIG. 1:  A portion of the UMLS semantic network.  The most abstract concept in this group is organism.  The organism node is related to the nodes for plants, fungi, and so on, by is-a links.  Thus, the ontology specifies that an amphibian is a vertebrate, that a vertebrate is an animal, and that an animal is an organism.  (Source: Adapted from [28].)


disease and penetrating gastric ulcer), when one diseases is a specialized form of another (for example, lupus nephritis and systemic lupus erythematosis), when one disease either causes or often coincides with another (for example, systemic lupus erythematosis and exudative pleural effusion), when one disease predisposes to another (for example, gram-negative pneumonia and subacute endocarditis), and when one disease precedes another temporally (for example, alcoholic hepatitis and micronodular cirrhosis).  The QMR ontology of disease manifestations relies on the concatenation of standard text strings to form the names of patient findings (for example, abdomen-pain-colicky and abdomen-pain-periumbilical) to denote associations among individual manifestations.  The relationships implied by these concatenations of terms recently have been made explicit in an experimental frame-based reformulation of the ontology of disease manifestations [29].   In this new ontology, each general manifestation in the original QMR lexicon can be specialized on the basis of distinct attributes, such as severity of the manifestation, anatomic site, temporal features.  It consequently becomes possible to identify unambiguously symptoms and signs that share common relationships—including alternative physical findings that reflect the same underlying pathophysiology and specific manifestations of disease that are subsumed by more general ones.  

The ontologies of diseases and manifestations that form the QMR knowledge base establish a set of terms and relationships that constitute a model of both clinical conditions and the findings associated with those conditions.  These ontologies have been used extensively by both QMR and the Internist-1 program to perform the task of medical diagnosis.  The same ontologies have been used by a program called QUICK [30] and by QMR itself to allow users to browse through disease profiles, and by QMR to permit users to follow associative links among diseases and to compare the manifestations of different illnesses.  Thus, the QMR knowledge base makes relatively little commitment to the tasks for which computer programs might use the ontology of diseases and manifestations.   Any program that interprets the QMR knowledge base thus must turn elsewhere—generally to hard-coded functions within that program—to determine what the program should do with the QMR ontologies (that is, to determine how the knowledge base should alter the program’s behavior).  

Workers who maintain the QMR knowledge base consequently can refine the ontologies on which the QMR program operates, but cannot alter the fundamental behavior of QMR itself.  These individuals use QMR‑KAT [12] to edit and to extend the ontologies.  Because the ontologies in QMR have a rigid structure, QMR-KAT can take advantage of that structure in guiding a user’s entries.

The development and maintenance of large, sharable ontologies in electronic form recently has become a major area of research among computer scientists in general [31].  These workers view experiments to build and maintain common ontologies as being an essential prerequisite to the long-term goal of creating large, sharable knowledge bases [9].  Although Lenat’s ongoing work to construct CYC [32]—an encyclopedic ontology of the everyday world—is a notable (and tremendously ambitious) exception, almost all of this ontology-building research has been motivated by the need to share knowledge about physical devices among engineering-support programs, and to custom-tailor natural-language processing systems to new application domains.   Despite the differences in focus, the ultimate results of these experiments to build common ontologies will be of great interest to workers in the medical-informatics community.  At the same time,  experience with the UMLS semantic network, with the QMR knowledge base, and with other ontologies currently under development for biomedicine will be important to all investigators concerned with the reuse of standard knowledge representations.


3.3  Common Inference Syntax

An ontology constitutes a set of distinctions about the world that exist at the knowledge level.  We may choose to represent the notion abdomen-pain-colicky either as a concatenated string of characters or as part of a hierarchy of frames without altering the meaning that we ascribe to that concept.  For a computer program to generate appropriate behavior when presented with either the character string or the frame, however, the particular syntax that we choose for representing concepts must be defined in advance.   Computer programs operate on only those data structures that are consistent with some predetermined grammar.  Thus, even if we can agree to the knowledge-level concepts that we might wish to share with our colleagues, we cannot transfer those concepts electronically unless we can make commitments to how the concepts are to be represented at the symbol level.

There is agreement that a syntax for knowledge representation must both provide developers with the means to express whatever concepts are relevant and allow the program that interprets the knowledge representation to perform inference in a tractable manner.  Designing knowledge-representation languages that universally meet these desiderata, however, has been problematic.  There now are dozens of widely available knowledge-representation formats and expert-system shells, each with its own advantages and disadvantages.  Most of these representations (and the interpreters that support them) allow knowledge-base authors to denote both logical implication of propositions (if p then q) and the inheritance of class properties by elements in a hierarchy.  Some representations and interpreters allow retraction of previously assumed conclusions as new data become available.  Some expert-system shells allow knowledge engineers to represent the uncertainty of statements in the knowledge base, but there is no standard semantics for inexact inference.  Unfortunately, there is not one representation that can be guaranteed to support the temporal and spatial (anatomic) reasoning that is prevalent in many kinds of medical problem solving.  The selection of a knowledge-representation language for new applications thus always involves a number of compromises.

There is little hope of developing an Esperanto for knowledge representation.  The diverse run-time requirements of different applications, coupled with our longstanding inability to model efficiently certain kinds of knowledge (for example, generic temporal relationships), make it unlikely that a universal language will emerge in which to implement knowledge-based systems.  There is much more hope, however, in striving to create standard interchange formats from which the same knowledge can be translated into a variety of  symbol-level representations.  Although an interchange format may not have a syntax that is optimized for run-time efficiency, the format must have sufficient expressive power to store knowledge such that the knowledge can be interconverted among particular representations, each of which may be more suitable for particular computational environments.

One such interchange format is the Arden syntax [11], a standard specification defined by American Society for Testing and Materials (ASTM) subcommittee E31.15.  The specification has emerged from a small group of workers [7] who first met in 1989 at Columbia University’s Arden Homestead Conference Center to discuss mechanisms for exchanging medical knowledge bases—particularly those contained in large information systems such as HELP.  The current Arden syntax defines a representation for independent decision rules that are encoded as medical logic modules (MLMs), where each MLM contains a procedure that relates a different set of input conditions (derived from a hospital information system) to a particular set of actions to take.  Like HELP sectors [6] and CARE decision rules [33], MLMs encode conditionally independent situation–action mappings.  The Arden syntax specifies, for each MLM, slots that define (1) the conditions that trigger invocation of the MLM, (2) the data on which the MLM operates, (3) the procedure performed on those data, and (4) the actions performed as a result of the procedure.  The procedure performed by an MLM (known as the MLM’s logic) is encoded in a programming language that is much like Pascal, but that has numerous extensions, such as certain temporal data types.

Each MLM is intended to operate as a discrete module.  As data in a patient information system change, the information system invokes appropriate MLMs.  The MLMs execute their logic, post their actions, and then terminate.  Despite this notion of modularity, the Arden syntax permits any individual MLM to store, as values in a global database, data that can trigger the invocation of other MLMs.  This facility allows system builders to implement chains of inference among MLMs.  In rule-based systems, such interdependencies among rules can lead to unpredictable system behavior [34] and can severely complicate maintenance of the knowledge base [35].  The semantics of MLMs thus may lead to analogous liabilities if system builders use MLMs in inappropriate ways [36].

As an interchange format, the Arden syntax provides a specification language for how medical data should be processed for the purposes of decision support.  The Arden syntax is neutral in both how data actually are stored in any particular patient information system, and how the actions posted by a given MLM are to be achieved.  Each MLM specifies data to be processed, but local implementors determine the referents for those data within available patient databases.  For example, if an MLM refers to a patient’s sodium as a data item, the implementor must write an appropriate database query that will supply that MLM with the needed value at run time.  If the action of an MLM involves printing a message for some user, the local implementor must determine how that message is to be physically transmitted and displayed.  Because it is the responsibility of the recipient to establish how the MLM will interface with the data and with the actions available in the local computing environment, some programming always is required to transfer an MLM from one site to another.  Moreover, additional knowledge engineering may be necessary whenever the ontology of patient data in the recipient’s information system (reflected in the system’s database schema) does not match that of the information system in which the MLM was developed.  I discuss the implications of this problem in Section 5.3.



Workers in the AI community have taken a different approach to the establishment of formats for knowledge interchange.  A subcommittee of the Knowledge Sharing Effort, supported by the Defense Advanced Research Projects Agency and other organizations [8] and known as the Interlingua group, has proposed its own Knowledge Interchange Format (KIF) [37].  The syntax and semantics proposed for KIF are based on an extended form of first-order predicate logic, in contrast to the procedural language that forms the foundation for the Arden syntax.  The Interlingua group believes that the predicate calculus will provide KIF both with a well-understood semantics and with sufficient expressive power to represent the knowledge required for a wide range of applications.  Critics of the Interlingua group, however, argue that first-order logic is much too general to capture in a practical manner the nuances required by many special-purpose problem solvers [38].  In particular, neither KIF nor predicate logic in general prescribes a means to articulate the reusable problem-solving methods and abstract tasks that can provide an important organizational framework for large knowledge bases.


3.4  Reusable Tasks

KIF and the Arden syntax offer system builders the possibility of transferring inference rules from one knowledge base to another.  Although such inference rules will serve as an important common denominator for knowledge interchange, there are aspects of knowledge sharing that are not addressed by either the ASTM or the Interlingua proposals.  For example, the ability to exchange inference rules does not address directly the problem of exchanging ontologies.  As already mentioned, the Arden syntax leaves it as an exercise for local implementors to develop ontologies of patient findings and to relate those ontologies to the data requirements of individual MLMs.  There also are important constituents of reusable knowledge that lie above the level of individual inferences and that are implicit in any coherent knowledge base composed of production rules, of logical propositions, or of MLMs.  One such generic element that is not easy to express in either the Arden syntax or KIF is the notion of a reusable task.

A task is an application problem to be solved.  Performance of diagnosis, selection of appropriate laboratory tests, and planning of therapy are all examples of tasks.  Implicit in the notion of a task is the existence of one or more procedures that can generate a set of meaningful output data from a set of input data—in accordance with a set of essential relationships among the inputs and the outputs.  The inputs and the outputs of the task are meaningful in the sense that those data refer directly to elements of some application-specific ontology, rather than to the intermediate results of some computational process.  It is sometimes possible for a task to be encoded within a single inference rule (or MLM), but, more typically, many inferences must occur in combination for a problem solver to carry out a task.Chandrasekaran [39] uses the term generic task to refer to the general problem-solving method with which a given application task might be solved.  We shall discuss the concept of reusable problem-solving methods in Section 3.5.  Because there is much potential for confusion (see [40]), we restrict our use of the word task to refer to the notion of an application problem to be solved (or a class of such problems), without making a commitment to any particular problem-solving method that might achieve a solution.  

Every knowledge-based system executes at least one task.  MYCIN [15], for example, uses its large rule base to perform the task of identifying pathogens that might be causing bacteremia or meningitis; ONCOCIN [5] performs the task of recommending therapy for cancer patients on the basis of a treatment protocol and of current and past laboratory results.  The task that ONCOCIN performs is particularly noteworthy because it has been proved to be reusable.

ONCOCIN contains a knowledge base of cancer-treatment protocols that define the different chemotherapies that physicians should administer over periods of time to patients with given types of cancer.  The protocols list possible contingency treatments that the patients should receive when it no longer is appropriate to give the standard therapies, and include specifications for those laboratory tests that physicians must request for each patient on a regular basis.   Although each treatment protocol is distinct and requires its own representation within the ONCOCIN knowledge base, there is a general model of cancer chemotherapy that applies to each protocol.   When knowledge engineers enter new protocols into the ONCOCIN knowledge base, it ordinarily is not possible for the developers to copy over any of the production rules or other symbol-level constructs that encode previous protocols.   What system builders may reuse, however, is the general model of the task of cancer-chemotherapy administration that is common to all protocols in the knowledge base.

A knowledge-acquisition tool called OPAL [13] allows physicians to create new cancer-chemotherapy knowledge bases for ONCOCIN by reusing this common model of the cancer-chemotherapy task (Fig. 2).  OPAL presents its users with graphical forms and diagramming environments that are based directly on this task model.  Physicians fill in the blanks of the forms and draw oncology-specific flowcharts on the workstation screen to specify the knowledge that distinguishes one cancer-treatment protocol from another.  The blanks in the forms and the icons with which users construct the flowcharts are derived from a predefined ontology of the structure of cancer-therapy protocols and from knowledge of how oncologists use such protocols in patient care.  The OPAL program automatically transforms the user’s flowcharts and form-based entries into the production rules and other symbol-level data structures that ONCOCIN requires to run patient consultations.  To date, the model of the chemotherapy-administration task 
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FIG. 2:   Knowledge entry using OPAL.  The OPAL system embodies a model of the general task of administering cancer chemotherapy.  Graphical forms such as this one anticipate that physicians will want to specify how patient problems (for example, an abnormal test result, such as elevated serum bilirubin) might dictate change to the standard therapy plan (for example, attenuating or withholding a drug).  Each time that a physicians enters a description of a new cancer-treatment plan into OPAL, the system reuses its general model of the cancer-chemotherapy task to construct a new knowledge base for the ONCOCIN expert system.
Tasks need not be as complex as OPAL’s chemotherapy-administration task to be beneficially reusable.  HyperCritic [41], for example, is a program that scans electronic patient records and offers comments on physicians’ treatment of high blood pressure.  HyperCritic generates its critiques by means of four standard critiquing tasks.  These critiquing tasks relate the physician’s current and proposed treatment and the patient’s previous response to therapy to an ontology of antihypertensive drugs and their side effects.  Each critiquing task is implemented using a collection of many inference rules that together perform a coordinated behavior that is clinically meaningful.   


built into OPAL has been reused 36 times to generate an equal number of cancer-therapy knowledge bases.

In HyperCritic, one of the four types of tasks is a responding task, which (1) examines the drugs that a physician is administering to a patient at a given point in time, (2) identifies the potential side effects of those drugs from the drug ontology, and (3) searches the patient’s electronic medical record for any evidence of those side effects.  If HyperCritic detects a potential side effect of treatment, then the program alerts the patient’s physician.  The responding task is reusable in the sense that a system builder could replace HyperCritic’s ontology of antihypertensive drugs with, say, an ontology of drugs for treating rheumatoid arthritis, and then apply the same responding task in this new medical domain—without the need to perform any reprogramming of the system.   This reusability is possible only because the tasks in HyperCritic are represented explicitly, independent of the data on which those tasks operate.  In conventional knowledge-based systems, the intermixing of task knowledge with the domain ontology to which the system applies its task knowledge makes it difficult for programmers either to modify the domain ontology or to alter the way the tasks themselves are executed [16].

Because the implementation of the critiquing tasks in HyperCritic assumes a particular programming language and knowledge-representation format, it is not possible to transfer the HyperCritic tasks to a new software environment without reprogramming them.  Similarly, we could not reuse the cancer-therapy task assumed by OPAL in a different programming system without performing additional coding.  Because tasks are abstractions above the level of program statements and data structures, tasks cannot be reused outside of a given software system unless the developer is willing to reprogram the task for the new implementation.  An MLM, on the other hand, may be reused directly, but the developer then is required to redefine the mapping between the MLM’s data requirements and the patient data that are available locally.  It often may be more helpful for a developer to have access to powerful abstractions, such as the “look for all possible side effects” responding task in HyperCritic (which might have to be reimplemented for the local environment), than it is to be presented with off-the-shelf modules that can encode only inferences at a lower level of generality [36].  The most time-consuming part of knowledge acquisition lies in the elucidation of the conceptual structure of the tasks that the system must perform [18,42].  Sharing abstractions at the knowledge level is as important as sharing symbol-level code and data structures.  Of course, the availability of a standard knowledge-representation language for encoding such abstractions could significantly facilitate the sharing of reusable tasks.


3.5  Reusable Problem-Solving Methods

There are additional components of intelligent behavior that are reusable and that are at a level of abstraction even higher than that of tasks.  These reusable components are well-defined problem-solving strategies that allow a knowledge-based system to solve particular tasks.  These strategies (or problem-solving methods) describe how a problem solver should use the information that is has at hand to select potential actions to achieve its goals.  Reusable methods are sufficiently general that they may apply to a number of application tasks.  For example, the strategy that MYCIN uses to solve the task of identifying the possible cause of infectious diseases is also used by AI/RHEUM to solve the task of diagnosing patients with arthritis [43].  Problem-solving methods are independent of knowledge-representation formats, and can be described without reference to any specific interpreter.  (For example, the MYCIN and AI/RHEUM systems share the same method, but encode knowledge using incompatible syntaxes and use different inference engines.)  Problem-solving methods thus are knowledge-level phenomena.Pure knowledge-level descriptions make no commitment to how inference should be controlled [19].  Problem-solving methods, however, are computational procedures, and thus must prescribe particular sequences of operations.  Steels [44] has suggested that problem-solving methods exist at a level in between the symbol level and the knowledge level—at the knowledge-use level.  Because Steels’ terminology is not used commonly, however, I do not make such a distinction in this paper.


Perhaps the best understood problem-solving method is heuristic classification  [45].Strictly speaking, Clancey [45] describes heuristic classification as a pattern of inferences, without making a commitment to how those inferences might be used within a control strategy.  Any problem solver that performs heuristic classification must commit to executing inferences in a definable order, however.  For the purpose of our discussion, we do not make a distinction between an inference pattern and a problem-solving method.  Steels [44] discusses this point in more detail.  This method is used by many diagnostic systems, including MYCIN and AI/RHEUM.  In heuristic classification, the problem solver uses the features of some case (for example, that a patient has a white-blood-cell count of 2500 cells/mm3) to perform abstractions (for example, to conclude that the patient is a compromised host; see Fig. 3).  Heuristic associations then allow the problem solver to link abstractions regarding the input case to possible solutions to the problem to be solved (for example, that a compromised host may be infected with gram-negative bacteria).  Finally, the problem solver uses solution-refinement operators to select a classification for the problem at hand from a set of potential solutions that has been preenumerated (for example, the patient’s infection might be due to the bacterium Pseudomonas aerugenosa).  The inference steps in heuristic classification (namely, feature abstraction, heuristic 

match, and solution refinement) are domain-independent; the heuristic-classification method itself makes no commitment either to the MYCIN organism-identification task or to the AI/RHEUM arthritis-diagnosis task, and yet this problem-solving method is equally applicable in both situations.  Although neither MYCIN nor AI/RHEUM was developed with the figure 3
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FIG. 3:   The heuristic classification method as performed by MYCIN.  Heuristic classification requires three problem-solving mechanisms that (1) generate abstractions from primary input data, (2) match those abstractions with elements of a hierarchy of potential solutions to the current problem to be solved, and (3) refine the set of possible solutions.  (Source: Adapted from [45].)


heuristic-classification method expressly in mind (the method was not formalized until several years after these programs had been written), it is clear in retrospect that the inference rules in each of these systems contribute to problem solving using the heuristic-classification approach.
The primary reason to identify problem-solving methods such as heuristic classification is not to perform retrospective analysis of existing systems, but rather to develop new knowledge bases prospectively.  Problem-solving methods define distinct roles in which knowledge can be used during problem solving (see Fig. 3).  When knowledge engineers construct a knowledge base using a method such as heuristic classification in mind, they can identify clearly the particular roles in the problem-solving method that are served by particular pieces of knowledge [46].  The ability to relate the contents of the knowledge base explicitly to the way in which those contents are used during problem solving greatly simplifies the task of creating and maintaining the knowledge base; the purpose of each entry in the knowledge base is always clear, and the relationships that each entry has with other entries are traceable to the relationships among the knowledge roles assumed by the underlying problem-solving method.  Creating a new knowledge base in this manner requires developers to start with the definition of a problem-solving method as an organizational framework, and then to identify the domain knowledge that is needed to fill the knowledge roles that the method distinguishes.  The problem-solving method thus defines how the elements of a domain ontology may contribute to the solution of an application task.

Not only are predefined problem-solving methods helpful from a knowledge- and software-engineering perspective, but also such methods can help system builders to automate the whole process of knowledge acquisition.  During the 1980s, experiments showed the utility of adopting reusable problem-solving methods as the foundation for computer-based knowledge-acquisition tools [46].  Developers build into such tools a model of some problem-solving method; rather than soliciting from users data structures and production rules at the symbol level, such tools ask their users to define at the knowledge-level the domain facts that can be used by the method to achieve a solution to the task at hand.  For example, a program called ROGET [47], which incorporates a problem-solving method that is a specialized form of heuristic classification, was able to reconstruct portions of the MYCIN knowledge base by asking abstract questions such as “What are the expected values of the items to be classified?” and “What are the primary kinds of supporting  evidence and data that would be used to determine the correct classification?”  Users could enter responses to these questions without concern for how the ROGET system would apply their responses to generate an EMYCIN knowledge base for the application task being described.   (In the case of the MYCIN task, the expected values of the items to be classified would be the names of potential pathogens, and the primary kinds of supporting  evidence and data would be the results of laboratory tests, such as microbiological cultures and cell counts.)  The questions posed by computer programs such as ROGET lead the user through the construction of a domain ontology that, when processed by a problem solver that adopts the underlying problem-solving method, will yield the desired intelligent behavior.

Although ROGET was used only to recreate portions of MYCIN, other knowledge-acquisition tools have demonstrated the advantages of reusing a problem-solving method to define new applications.  A knowledge-acquisition system called SALT [48], for example, assumes a domain-independent problem-solving method called propose-and-revise, which defines how domain knowledge might be used to extend incrementally a tentative configuration of components in hopes of achieving some goal—while simultaneously monitoring for possible violations of constraints among the components.  SALT has been used to acquire knowledge for a number of tasks, including the design of elevators in new buildings and the scheduling of manufacturing processes.  

PROTÉGÉ [49] is a knowledge-acquisition tool based on a reusable problem-solving method; it has been used to develop clinical knowledge bases.  PROTÉGÉ incorporates a model of a problem-solving method called skeletal-plan refinement  [50], which captures the domain-independent strategic behavior of the ONCOCIN system [5].  In performing skeletal-plan refinement, a problem solver decomposes a problem’s abstract (skeletal) solution into one or more constituent plans (planning entities) that are each worked out in more detail than is the abstract plan.  These planning entities, however, may themselves be skeletal in nature and may require further decomposition into subcomponents that are more fleshed out.  The refinement process continues until a concrete solution to the problem is achieved.  The expert systems that use the knowledge bases that PROTÉGÉ ultimately constructs produce as their output fully specified plans for their users to follow.  In the ONCOCIN domain, for example, such plans provide the details of the cancer chemotherapy that physicians should prescribe for individual patients at specific stages of treatment.  In the other domain in which PROTÉGÉ has been used—namely, clinical trials of antihypertensive drugs—the skeletal-planning method identifies the laboratory tests, drugs, and doses of those drugs that physicians must administer to subjects at each stage of an experimental protocol [49].

PROTÉGÉ is different from comparable knowledge-acquisition tools in that its output is not a knowledge base, but rather is another, custom-tailored, knowledge-acquisition tool.  Users enter into PROTÉGÉ an ontology of their application area.  PROTÉGÉ then generates a tool like OPAL that assumes both that ontology (for example, the components of cancer therapy) and the skeletal-plan–refinement problem-solving method; the tool that PROTÉGÉ generates—like OPAL—incorporates a model of a particular class of tasks that application specialists can reuse to define individual knowledge bases (Fig. 4).  PROTÉGÉ allows for an important multiplicative effect in knowledge reuse:  Knowledge engineers who interact with PROTÉGÉ reuse a model of the skeletal-plan–refinement method to construct task-specific tools like OPAL; physicians who interact with the tools that PROTÉGÉ generates reuse the ontologies entered into PROTÉGÉ to generate application-specific knowledge bases.  Each of the knowledge bases produced using the PROTÉGÉ architecture is formatted for a particular knowledge-representation language (namely, the rule and frame syntax required by the original ONCOCIN system).  

Systems like ROGET and PROTÉGÉ allow developers to reuse a given problem-solving method in new applications, thus facilitating sharing of abstract control strategies, rather than symbol-level program code and data structures.  Although there is no theoretical reason that these method-oriented tools could not be programmed to generate knowledge bases in a variety of knowledge-representation formats, developers typically have built such tools with only a single knowledge representation (and, hence, a single inference engine) in mind.   The ability to share problem-solving methods across software platforms certainly would be enhanced if such method-oriented tools were to generate knowledge bases in some standard interchange format (such as the Arden syntax) that then could be translated into any number of formats for use in diverse programming environments.
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FIG. 4:   Architecture of the PROTÉGÉ system.  PROTÉGÉ embodies a model of a problem-solving method called skeletal-plan refinement [50].  Knowledge engineers use PROTÉGÉ to create a domain ontology that is defined in terms of the method of skeletal-plan refinement.  PROTÉGÉ uses the ontology to generate a special-purpose knowledge-acquisition tool like OPAL (see Fig. 2) that both acquires knowledge of individual tasks and produces the corresponding knowledge bases for a domain-independent version of  ONCOCIN (known as e‑ONCOCIN).  PROTÉGÉ itself supports reuse of the skeletal-plan–refinement method; the knowledge-acquisition tools that PROTÉGÉ generates support reuse of the individual ontologies that developers enter into PROTÉGÉ.


The relationship between PROTÉGÉ and OPAL demonstrates that problem-solving methods such as skeletal-plan refinement define a set of ontological expectations that knowledge engineers must satisfy to create a model of an application task (or of a class of application tasks).  Reusing a problem-solving method requires associating that generic method with a particular domain ontology.  Thus, the model of cancer therapy built into OPAL can be viewed as the result of applying oncology-specific labels to the inputs and outputs of the domain-independent skeletal-planning method.  Similarly, a developer could postulate a set of generic problem-solving methods that, when specialized for the domain of evaluating drug therapy, could yield the reusable critiquing tasks in HyperCritic (see Section 3.4).  The HyperCritic system itself, however, like the original OPAL program, does not make such generic methods explicit.  It remains a principal challenge for the developers of reusable task models to define those models formally in terms of reusable, domain-independent, problem-solving primitives [51].

The primary obstacle to the reusability of problem-solving methods lies in the stereotyped nature of the strategies that these methods represent.  For example, the skeletal-planning method assumed by PROTÉGÉ dictates that actions that modify the current planning entity (in the oncology domain, attenuation of the dose of a drug, or delay in the administration of chemotherapy) are based on data that are entered directly into the system (for example, the patient’s white-blood-cell count).  The PROTÉGÉ problem-solving method does not include the notion of abstractions of input data (for example, states such as leukopenia).  It consequently is impossible for a knowledge engineer to use PROTÉGÉ to specify that actions such as delaying chemotherapy may be triggered by such abstractions. The developer can link actions only to values of the primary data (such as white-blood-cell count) that the end user will type in.  One easily could imagine a new version of the skeletal-planning method that does incorporate data abstraction as a component of the problem-solving strategy.  To add this extension or any other change to the existing problem-solving method in PROTÉGÉ, however, we would have to undertake significant reprogramming.  

Many researchers have become frustrated that problem-solving methods such as skeletal-plan refinement have been more difficult to apply to novel application tasks than was the case when those methods were applied to the tasks for which they were developed originally.  An important goal for our research group, as well as for several others, is to build an architecture that will facilitate the creation of new, reusable problem-solving methods that may be better suited for the requirements of new application tasks than are the off-the-shelf methods available in systems such as ROGET and PROTÉGÉ. 


4  PROTÉGÉ-II: Composition of New Problem-Solving Methods

Our laboratory is developing a new environment for authoring biomedical knowledge bases, called PROTÉGÉ‑II [14].  Like the original PROTÉGÉ system, PROTÉGÉ‑II helps knowledge engineers to construct an ontology for a class of application tasks (for example, the administration of cancer-chemotherapy protocols) that can be reused by a custom-tailored knowledge-acquisition tool that PROTÉGÉ‑II generates from that ontology (Fig. 5).  Thus, the output of PROTÉGÉ‑II is a tool that application specialists can use 
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FIG. 5:   Architecture of PROTÉGÉ‑II.  Unlike the original PROTÉGÉ system, PROTÉGÉ‑II does not assume a particular problem-solving method.  Knowledge engineers use PROTÉGÉ‑II to configure new problem-solving methods using a set of reusable building blocks.  The output of PROTÉGÉ‑II is thus (1) a problem-solving method and (2) an ontology for a class of application tasks that can be solved using the given method.  The advice systems that use the knowledge that physicians enter into the tools generated by PROTÉGÉ‑II do not use a fixed interpreter such as e‑ONCOCIN.   Instead, PROTÉGÉ‑II constructs custom-tailored inference engines based on whatever problem-solving methods knowledge engineers configure from the library of methods and mechanisms. Compare with Fig. 4.


to define new knowledge bases, where each tool is derived from a particular ontology that developers entered into PROTÉGÉ‑II.  As in the first version of the system, the ontologies entered into PROTÉGÉ‑II derive their semantics from a prespecified model of a problem-solving method (that is, the knowledge roles in the method define how each element of the ontology ultimately will contribute to problem solving).  Unlike the original system, however, PROTÉGÉ‑II allows developers to fashion their own problem-solving method out of reusable building blocks.  The new system does not require the developers to use ONCOCIN’s method of skeletal-plan refinement, although this method is available as an option.

In the PROTÉGÉ‑II architecture, a problem-solving method (such as skeletal-plan refinement) either is decomposable into a set of subtasks or is an elementary method.  (We refer to a nondecomposable problem-solving method as a mechanism.)  Each of a method’s subtasks (for example, the feature-abstraction subtask of heuristic classification) may be solvable using one or more methods—which themselves may entail a number of subtasks (Fig. 6).  The recursive decomposition of methods into subtasks that are in turn solved by other methods (or mechanisms) offers a uniform view of a problem-solving process at different levels of granularity.  

The degree to which a method is decomposed into subtasks reflects a design decision regarding what seems to be an appropriate level of abstraction; sometimes, we may wish to allow knowledge engineers to think in terms of rather abstract processes, such as feature abstraction or solution refinement, whereas at other times we may wish them to consider extremely narrowly defined mechanisms, such as integer addition.  Our goal is to identify methods and mechanisms that are sufficiently specific to solve particular tasks and yet sufficiently general to be reusable as parts of other problem-solving methods.

We are building a library of both decomposable methods and primary mechanisms that knowledge engineers will access to configure new problem-solving methods [14].  When confronted with a new class of application tasks to model, the users of PROTÉGÉ‑II will select a suitable general problem-solving method from the library.  That method is likely to stipulate subtasks for which the knowledge engineer must select additional methods (or mechanisms) from the library.  We anticipate that, in many situations, there will be alternative methods from which the knowledge engineer may choose.  The particular choice will depend on the knowledge requirements of the class of tasks being modeled.  

The knowledge engineer’s initial interaction with PROTÉGÉ‑II will result in a configuration of problem-solving methods and mechanisms that applies to some envisioned class of application tasks.  Each method and mechanism in the configuration will identify a set of data inputs and a set of data outputs.  Given a particular configuration, the knowledge engineer then 
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FIG. 6:   Task and method decomposition in PROTÉGÉ‑II.  Each class of application tasks is solved using a problem solving method.  Each problem-solving method may denote a number of subtasks.  Each of these subtasks may be solved by some other problem-solving method.  (A problem-solving method that does not involve subtasks is called a mechanism.)  The PROTÉGÉ‑II user chooses a general problem-solving method from a library, then selects additional methods and mechanisms for that method’s subtasks, in a recursive manner.  The knowledge engineer then relates the domain-independent inputs and outputs of the methods and mechanisms to an ontology of a class of application tasks that she creates using PROTÉGÉ‑II.  


must construct an ontology of domain-specific terms that maps onto the domain-independent inputs and outputs of the configured methods and mechanisms.  Once the user has specified both the complete problem-solving method and the domain ontology, PROTÉGÉ‑II can construct the domain- and task-specific tool that application specialists will use to enter the additional content knowledge that is required to define new knowledge bases.  

The methods and the mechanisms in the PROTÉGÉ‑II library can be viewed as knowledge-level entities.  Each method and mechanism defines a sequence of problem-solving steps that—from the perspective of the PROTÉGÉ‑II user—is independent of any particular knowledge-representation language.  In the implementation that we currently are building, a method’s problem-solving steps are carried out using production rules written in the CLIPS knowledge-representation system [52].  In our method library, the CLIPS rules are stored in association with a knowledge-level description of the method to which the rules pertain.  When a knowledge engineer uses PROTÉGÉ‑II to create a configuration of methods and mechanisms, the transparent effect of those actions is to create a CLIPS rule base that implements the corresponding problem-solving strategy.  In the future, it would be highly desirable to encode the methods and mechanisms in PROTÉGÉ‑II using a standard formalism such as KIF or the Arden syntax.  The existing standards, however, do not allow us to represent either the control knowledge that determines how methods and mechanisms are scheduled for execution.  Thus, although we readily can share our knowledge-level descriptions of problem-solving methods with other developers, the implementations of those methods are specific to our chosen software environment.

In our work on PROTÉGÉ‑II, we have given primary attention to the problem of building knowledge bases that assist in protocol-directed planning of patient therapy.  We believe that our goal of constructing knowledge bases for protocol-based care will allow us to concentrate our work and to test alternative configurations of methods and mechanisms on a number of concrete examples.  The primary problem-solving method required for this class of tasks is skeletal-plan refinement.  The skeletal-plan–refinement method in turn can be broken down into three subtasks: (1) decomposition of the general plan into its constituents (for example, resolution of a protocol into its constituent treatments), (2) recognition of problems that might influence the final plan (for example, identification of abnormal conditions such as leukopenia), and (3) revision of the plan based on the problems identified (for example, reduction of the dose of one or more drugs) [53].  We believe that knowledge engineers will want to select particular methods for each of the subtasks depending on features of the treatment protocols that the users ultimately will want to encode.  We have developed methods for plan decomposition and for problem identification, and currently are addressing issues in plan revision.  The plan-revision methods are proving to be particularly complex, as some revision actions may not involve current prescriptions, but rather may entail future proscriptions (for example, do not administer a particular drug until some event takes place) and some actions involve the institution of an elaborate sequence of treatments that itself can be viewed as a short protocol.

Although they are not working on biomedical applications, other researchers are attempting to develop architectures in which problem-solving methods can be assembled from reusable building blocks.  McDermott’s group at Digital Equipment Corporation shares our view that problem-solving methods can be composed from more primitive mechanisms that can define distinct roles for the knowledge that a problem solver applies [54].  McDermott’s group is developing a tool called Spark, which has the ambitious goal of automating completely the process of selecting mechanisms from a library and of configuring those mechanisms into a problem-solving method.  Steels’ group at the Free University in Brussels also has proposed a componential framework for composable mechanisms [44] and has implemented a prototype system that, like PROTÉGÉ‑II, requires a knowledge engineer to analyze an application task in terms of the tasks’ input and output requirements, the domain knowledge that is available, and candidate problem-solving mechanisms.  Unlike PROTÉGÉ, neither Spark nor the componential framework permits developers to create an explicit ontology that can be reused by a separate domain-oriented knowledge-acquisition tool.


5  Discussion

Knowledge is not a substance that can be held in hand; rather knowledge is the capacity for behaviors that external observers judge to be “intelligent.”  Because knowledge lacks an intrinsic structure, we lack a completely satisfactory means for describing the basis for intelligent activity.  Philosophers, psychologists, cognitive anthropologists, and knowledge engineers all can attest to the great difficulty of identifying what knowledge is and the even greater difficulty of trying to write down knowledge in a form that can be examined.  It comes as no surprise that workers in medical informatics have found the concepts of knowledge sharing and reuse to be complex, and that the facile exchange of biomedical knowledge bases with our colleagues continues to be an elusive goal.

Part of the complexity of sharing and reusing knowledge stems from the multiple aspects of knowledge that can be shared.  In this paper, we have identified standard lexicons and ontologies, standard knowledge-representation languages, reusable tasks, and reusable problem-solving methods and mechanisms as orthogonal dimensions of biomedical knowledge bases that can be shared.  Within the medical-informatics community, most of the recent activity concerned with knowledge sharing and reuse has concentrated on developing a standard knowledge-interchange syntax.  Although the sharing of knowledge bases cannot take place without agreements regarding such symbol-level concerns, it is important to remember that the knowledge that we wish to exchange consists of considerably more than syntax.  In fact, we must question whether symbol-level details ought to be our primary focus.  


5.1  Viewing Knowledge Bases at the Knowledge Level

Tools for building expert systems captured the unbridled imagination of the commercial sector, the government, and—to a lesser degree—the biomedical community in the early 1980s.  By the end of the decade, much of that initial excitement had subsided.  Researchers and managers of all kinds began to understand that, regardless of the capabilities of commercially available tools, the development of large knowledge bases was extremely difficult, and the maintenance of such knowledge bases was even more problematic.  The value of decision-support systems was not questioned, but people began to recognize that enormous resources were required to build and sustain useful knowledge bases.

Part of the difficulty of authoring traditional knowledge bases emanates from the problems of identifying an appropriate level of abstraction at which to view the knowledge.  When knowledge is presented to a user in terms of symbol-level data structures such as rules or frames (or MLMs), the user must simulate mentally how a given interpreter will process the data structures to generate intelligent behavior in a particular setting.  If the actions of the interpreter are complex, then human developers often must struggle to understand the meaning of the representations.  Because interactions among the elements of a large knowledge base may be impossible to envision, developers may lose track of how the various data structures in the knowledge base contribute to problem solving.  Experience with large, commercial knowledge bases, such as that of the XCON system for configuring computer backplanes, testifies to this problem [35].

Current research attempts to overcome these difficulties by identifying more abstract ways for users to discern and elucidate the contents of electronic knowledge bases.  The goal is to allow developers to concentrate on the tasks for which the knowledge is used, the methods by which those tasks are achieved, and the ontologies of domain concepts on which those methods operate [55].  The programs and data structures required to encode the tasks, methods, and ontologies are considered to be secondary.  There is little evidence that application experts who are untrained in computer programming can work at the symbol level to create more than the simplest of knowledge bases [56].  On the other hand, many internists have been able to use QMR-KAT to edit the QMR ontologies of diseases and manifestations [57].  Several oncologists have used OPAL to apply the program’s model of the cancer-therapy task to new oncology protocols, and a group of structural engineers has used the SALT system to define the task of designing elevators in terms of the propose-and-revise problem-solving method [48].  Application specialists have had the greatest success in building and maintaining large knowledge bases when automated tools have helped them to think in terms of knowledge-level constructs rather than in terms of programs and data.  

Knowledge-level abstractions are not a panacea for knowledge engineering, however.  Domain specialists often have difficulty understanding how reusable problem-solving methods might be applied to particular tasks [55].  Viewing a knowledge base in terms of methods and ontologies—although independent of particular inference engines—still may require comprehension of many complex interrelationships.  Nevertheless, it is helpful for developers to be able to concentrate on the knowledge, rather than on all the implementation details.  

Our research to develop PROTÉGÉ‑II offers one perspective on how biomedical knowledge might be shared and reused at the knowledge level.  Our architecture allows system builders to define both models of application tasks and the knowledge required for execution of those tasks without concern for how some problem solver must store or access multiple knowledge representations.  The ultimate goal is to maximize the reuse of knowledge by providing an environment in which domain ontologies, task models, problem-solving methods, and building blocks of problem-solving methods (mechanisms) all can be reapplied in new situations.  To share these abstractions transparently across implementation platforms will require a formal language with which developers both can describe methods and mechanisms and can relate those methods and mechanisms to domain ontologies.  Development of such an interchange language is becoming an area of intensive research in the knowledge-acquisition community.  In the absence of such a formalism, however, knowledge sharing still is facilitated when system builders can define domain knowledge in terms of generic methods and mechanisms.


5.2  Sharing and Reusing Knowledge-Level Abstractions

Although the ability to develop knowledge bases using abstractions that have meaning at the knowledge level is important for good software engineering, such abstractions also are crucial for optimal sharing and reuse of knowledge across sites.  By making our ontologies, tasks, and problem-solving methods explicit, we can exchange knowledge more selectively, adapt and modify more easily the knowledge that we receive from other developers, and understand better the assumptions that underlie the knowledge that we share and reuse.  

When knowledge is available for reuse only as a symbol-level structure—say, as an MLM—the task that the MLM performs, the methods that it uses to perform that task, and the data on which it operates are all intertwined.  There is no straightforward way to separate out these components.  For example, if an MLM performs the task of recommending an adjustment in gentamicin dose whenever a patient’s renal function deteriorates, the methods for assessing renal function and for identifying “significant” changes in that assessment are implicit in the logic slot of the MLM.  Without reprogramming, there is no way for someone to alter those methods or to reuse the same methods in a different context (for example, in the task of recommending dose adjustments for digoxin).  Reprogramming is necessary even if we want simply to create an MLM for an aminoglycoside other than gentamicin.  At the symbol level, knowledge engineers must dissect out the relationships among tasks, methods, and data by scrutinizing the data structures and program code.  Without the required abstractions, we cannot predict whether users can share (or modify) just a portion of the knowledge in an MLM.A central philosophy of the Arden syntax is that MLMs are elemental units that system builders will not want to subdivide.  Nevertheless, considerable knowledge engineering goes into the creation of each MLM.  Some developers may want to be able to reuse just the problem-solving method or just the abstract task performed by an MLM, without having to reuse the MLM in its entirety.  
  These limitations on knowledge reuse are by no means unique to the Arden syntax; all symbol-level representations exhibit the same problem [16].   

The ability to modify a problem-solving method, a task model, or an ontology is a central component of knowledge maintenance.  Without an explicit ontology, there is no way to query an existing knowledge base to ask, “What drugs are known to the system?” or “What side effects of aminoglycosides have been modeled?”  Developers thus cannot establish easily what knowledge already might be encoded when they are faced with the need to add new knowledge.  (External documentation can always provide assistance in this regard, although there is no guarantee that textual descriptions of the knowledge base are accurate or up to date.)  More important, explicit abstractions allow knowledge engineers to update the knowledge base with minimal difficulty and with minimal risk of introducing side effects.  In the HyperCritic architecture, for example, developers can modify the ontology of antihypertensive drugs without touching the representation of the critiquing tasks; they also can change the critiquing tasks (for example, altering the prose that the tasks generate or expanding the list of situations in which the tasks may be invoked) without interfering with the ontology [41].  

In many ways, the medical-informatics research community should become more concerned with identifying reusable ontologies, tasks, and problem-solving methods—not only because making these abstractions explicit leads to better knowledge engineering, but also because the study of these abstractions is the essence of medical informatics.  The scientific goals of our discipline include the elucidation of components of biomedical knowledge and the investigation of how that knowledge can be communicated and processed.  In some regards, the most reusable and sharable end points of medical-informatics research are not specific computer-based artifacts, but rather insights into the structure of biomedical knowledge and methods for applying that knowledge in the clinic or laboratory.  New computational architectures that will allow us to define and examine knowledge-level abstractions are important not only for building robust decision-support systems, but also for developing and validating our theories regarding biomedical knowledge and its organization.  

5.3  Sharing Both Semantics and Syntax

Regardless of how well we can distance ourselves from questions of knowledge-base implementation, there still are obstacles to our capacity both to exchange knowledge bases with our colleagues and to reapply our own knowledge bases in new situations.  The central difficulty is that, to share and reuse knowledge, we always must represent that knowledge in terms of some set of symbols, and must ensure that the interpretation of those symbols will be unambiguous.

If human beings are to speak about knowledge in any way, they must create a symbolic representation.  That representation might be a sentence of words that describe the actions of a physician, a sentence in the predicate calculus that defines a logical proposition, or an MLM that encodes a procedure for responding to particular data values.  The representation for the knowledge might even be a sequence of mental images.  Even when we speak of knowledge-level abstractions that permit us to regard intelligent behavior independent from particular inference engines, we still must think in terms of a set of representations.

The fundamental problem concerning all representations (including spoken language) is that, by themselves, representations have no semantics.  Taken alone, a representation has meaning only when people agree to that meaning.  Since the time of the ancient Greek philosophers, our culture has been embued with the belief that sentences in a language can denote some objective reality (and thus can have intrinsic semantics).  Contemporary epistemologists, linquists, and computer scientists, however, have begun to challenge that notion [17,18].  Increasingly, they argue that the words in a language cannot be taken to denote objective realities “out there” in the world, and that the words, sentences, and representations that we and our computer programs use are given meaning only as a result of active, context-dependent interpretation by human beings.  For example, the term abdomen-pain-periumbilical is nothing more than a character string that can be manipulated by the QMR program.  By itself, the term has no meaning.  As human beings, however, we have expectations of how a person might use certain words in the context of diagnosing patients with complex problems.  We interpret the expression abdomen-pain-periumbilical (and every other term in the QMR ontology) with this background in mind.  We thus infer that use of this term denotes not only pain around the area of the umbilicus, but also pain limited to that area.  We also infer that pain felt throughout the abdomen—although “periumbilical” in a strict sense of the word—is not denoted by the use of this term.  We ascribe meaning to abdomen-pain-periumbilical because we understand how physicians might use this term when confronted with patients who complain of belly pain.  This background—which must be shared both by the developers and by the users of the QMR knowledge base—allows the terms in QMR to form a systematic domain  [17]; the representations in the knowledge base are intended to have precise interpretations that the developers assume their users will be able to infer from the context of QMR’s use.

If a user has the appropriate contextual information, she may be able to interpret the representations in a knowledge base in a systematic manner.  The problem of semantics becomes difficult, however, when a user is not certain of the context in which to infer the meaning a given expression.  For example, a common confusion reported by many novice users of QMR is the apparent inability to enter pleural effusion as a manifestation of disease.  The neophyte’s problem arises because many clinicians think of a pleural effusion as an abnormal physical findings that must be explained by some specific diagnosis, whereas pleural effusion in the ontology of QMR is a diagnosis in its own right.  Thus, QMR identifies pleural-effusion-exudative as a disease that coincides with lupus-systemic-erythematosis, but not as a manifestation of lupus-systemic-erythematosis.  Because new users of the program may equate the situation of using QMR with that of pondering a patient’s diagnosis, they assume that pleural-effusion-exudative should take on a semantics that was not intended by the program’s developers.  The inability of users to infer the semantics of knowledge-base entries has been a major cause of diminished system performance when medical consultation programs have been installed in practice settings different from those for which the programs were first developed [58].

The problem of ambiguous semantics compounds when knowledge bases must be maintained over time, often by several workers.  Clancey [16,12] notes that the meaning of terms in a knowledge base may be continually reinterpreted as developers augment the knowledge to accommodate additional concepts.  In the case of MYCIN, for example, knowledge engineers initially used the term significant to describe organisms that were unlikely to be contaminants in microbiological cultures.  Thus, one of the first MYCIN rules indicated that, if an organism grows from a culture from a site that ordinarily is sterile, then that organism is significant.  Later, knowledge engineers wrote other rules such as, “If the patient has a high fever, then an organism is significant.”  Suddenly, the meaning of significant had been broadened to mean either (1) arising from a noncontaminated culture, or (2) a possible cause of infection.  By broadening the interpretation of the term, the knowledge engineers inadvertently changed the meaning of the symbol significant, not only in the new rules regarding evidence of infection, but also in the old rules that originally dealt only with noncontaminated cultures.  Because the terms in a knowledge base acquire their meaning only operationally via the manner in which human users interpret those terms when a computer system poses questions or generates reports, the symbols in any knowledge base are subject to constant reinterpretation.  The ability to create systematic domains with which developers and users can standardize the semantics of the terms in a knowledge base constitutes a principal challenge in our attempts to share and reuse knowledge. 

5.4  Conclusions

Lexicons, ontologies, inference statements, tasks, methods, and mechanisms are all components of knowledge that can be shared and reused.  Significant work in the medical-informatics community addresses each of these dimensions of knowledge sharing.  None of these research projects alone, however, will solve the general problem of allowing knowledge to be reapplied in new settings.  The UMLS project hopes to define a common lexicon and ontology, but is concerned primarily with those concepts in the setting of information retrieval.  The ASTM committee hopes that the Arden syntax will define a standard framework for expressing inference statements, but only for use within large clinical information systems.  The developers of PROTÉGÉ‑II hope to define common mechanisms that can be used to create reusable methods and tasks, but currently are modeling only a narrow set of therapy-planning tasks.  The inherent vastness of biomedical knowledge and the many settings in which that knowledge can be applied require all these investigators to limit their focus—and yet each one of these knowledge-sharing efforts is necessarily of ambitious scope.

Researchers will need to develop much more experience in sharing common ontologies, inference rules, methods, and tasks before anticipating more general solutions to the problem of knowledge interchange and reuse.  A first step toward that larger goal, however, is to appreciate the many dimensions of knowledge sharing.  A second step is to recognize that the meanings that we ascribe to our knowledge representations are highly subjective, and that sharing knowledge requires more than the reuse of predefined knowledge representations in a standard syntax; sharing knowledge requires that we also exchange sufficient background knowledge that we can agree on what our representations actually mean.  Making that background knowledge explicit must be a major goal for researchers in medical informatics, as it is an essential prerequisite to the creation of the systematic domains that will allow us to build systems that can disseminate and reuse biomedical knowledge bases electronically.
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